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Abstract

Reliable uncertainty estimation is important across visual recognition tasks, provid-
ing information about the confidence and reliability of model predictions. Many un-
certainty estimation methods obtain predictive diversity through mechanisms that can
suppress intermediate features, perturb the input, or require substantial additional com-
putation. Stochastic activation functions, where network units randomly select between
multiple nonlinearities during a forward pass, have previously been used to improve op-
timization behavior, mitigate limitations of fixed ReLU activations, and increase out-
put diversity. In this work, we reframe stochastic activation switching as a lightweight
mechanism for uncertainty estimation. The proposed method samples between nonlin-
ear activation functions, inducing predictive diversity while keeping intermediate feature
pathways active. This enables uncertainty estimation from a single trained model with-
out the training cost of ensembles, task-specific uncertainty heads, or architectural re-
design. We evaluate the proposed approach across classification, semantic segmentation,
and out-of-distribution detection using convolutional and transformer-based architectures
on diverse datasets. Across these settings, stochastic activation switching improves un-
certainty quality while preserving competitive primary-task performance, showing that
stochastic nonlinearities provide an effective and information-preserving source of pre-
dictive variation for visual recognition.

1 Introduction
Deep neural networks (DNNs) [21] have driven major advances in computer vision, achiev-
ing state-of-the-art performance across image classification [31], object detection [48, 49],
semantic segmentation, and dense prediction tasks [39, 50]. Despite this progress, vision
models frequently produce overconfident and poorly calibrated predictions [23], even when
confronted with ambiguous inputs, corrupted samples, or out-of-distribution data [25]. This
inability to reliably “know what it does not know” remains an obstacle to deploying deep
learning systems in real-world visual recognition pipelines, where overconfident errors can
lead to unreliable downstream decisions. Uncertainty estimation addresses this limitation by
augmenting predictions with confidence measures that help identify unreliable outputs [29].
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Figure 1: Uncertainty from stochastic nonlinearities. Stochastic forward passes are
shown for a network trained to predict road maps. Clear roads produce similar outputs and
low variance, while ambiguous roads and road-like buildings produce higher variance.

However, obtaining uncertainty estimates that are accurate, well-calibrated, computationally
efficient, and compatible with modern architectures remains a challenging problem [1].

A common strategy for uncertainty estimation is to generate multiple predictions for the
same input and measure their disagreement. Deep ensembles [32] achieve this by train-
ing multiple independent models and are often considered a strong baseline for predictive
uncertainty. However, training and storing multiple models is computationally expensive.
Single-model alternatives such as Monte Carlo dropout [18] reduce this cost by injecting
stochasticity into the network during inference. Nevertheless, dropout-based methods obtain
diversity by randomly suppressing features, which can disrupt information flow and degrade
the intermediate representations required for accurate classification or dense prediction. This
trade-off motivates the need for uncertainty estimation mechanisms that can induce predic-
tive diversity without disrupting learned feature representations.

Stochastic activation functions have previously been explored as a means to improve
gradient flow, introduce regularization, and increase predictive diversity in deep networks.
Instead of using a fixed nonlinearity for each neuron or layer, stochastic activation methods
allow activation units to randomly select from a predefined set of nonlinear functions during
each forward pass. Prior work has used this randomness to improve robustness, alleviate
the dead-unit problem, and encourage more diverse network behavior [15, 22, 61]. How-
ever, these methods have primarily been studied from the perspective of optimization and
regularization, rather than a mechanism for uncertainty estimation.

In this work, we reframe stochastic activation functions as a mechanism for uncertainty
quantification. Our main observation is that stochastic switching of nonlinearities can intro-
duce useful predictive variation while preserving the flow of information through the net-
work. Rather than removing features, the method keeps intermediate representations avail-
able and perturbs the nonlinear transformation applied to them. As a result, a single trained
model can produce multiple plausible outputs without discarding intermediate information
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(Fig. 1). This property is particularly relevant for image classification and semantic segmen-
tation, where preserving semantic and spatial structure is important for reliable predictions.

We propose a simple framework for uncertainty estimation based on stochastic activation
switching. The method does not require training multiple models or substantially redesign-
ing the underlying architecture. In our experiments, we apply it to both convolutional net-
works and transformer-based [55] vision models to evaluate its applicability across different
model classes. At inference time, repeated stochastic forward passes produce a distribution
of predictions from a single set of learned weights, enabling uncertainty to be estimated
from predictive disagreement. Because the stochasticity is introduced through activation se-
lection rather than feature removal, the proposed approach provides an efficient alternative
to feature-masking methods while avoiding the computational burden of explicit ensembles.

We evaluate the framework on classification and segmentation across diverse datasets,
modalities, scales, and in- and out-of-distribution settings. We compare against common
uncertainty baselines and analyze task performance and uncertainty quality, with ablations
on stochastic activation and inference settings. Results show competitive predictive perfor-
mance and strong uncertainty estimates from a single trained model.

The main contributions of this work are as follows: (i) We propose stochastic nonlin-
earities as a computationally efficient and information-preserving approach for uncertainty
estimation in image classification and semantic segmentation. (ii) We show that the pro-
posed single-model approach achieves competitive uncertainty calibration and predictive
performance compared with commonly used uncertainty estimation baselines, while avoid-
ing the cost of training multiple models. (iii) We conduct extensive experiments and ablation
across small, medium, and large-scale datasets, different visual modalities, convolutional and
transformer-family architectures, and both in-distribution and out-of-distribution settings.

2 Related Work

2.1 Uncertainty Estimation

Bayesian Neural Networks (BNNs) [4] model epistemic uncertainty through posterior dis-
tributions over network parameters, but approximate Bayesian inference is costly at scale.
Laplace approximations [10] reduce this cost by approximating the posterior around a trained
solution, though performance depends on the quality of the approximation and curvature es-
timate. Lightweight probabilistic networks [20] instead propagate activation uncertainty us-
ing assumed density filtering, offering a more efficient alternative but relying on approximate
distributional assumptions.

Monte Carlo Dropout (MC Dropout) [18] estimates uncertainty by keeping dropout ac-
tive during inference and aggregating stochastic predictions. Although simple, lightweight,
and model-agnostic [37], it obtains diversity by randomly suppressing features, so each
stochastic pass discards part of the learned representation rather than transforming the same
information differently. Variants such as MC-DropConnect [42], which stochastically masks
network weights, Concrete Dropout [19], which learns dropout rates, and R-drop [60], which
uses auxiliary regularization, have also been proposed, but their uncertainty still comes from
removing information rather than preserving and transforming it.

Deep Ensembles [32] estimate uncertainty from disagreement among multiple indepen-
dently trained networks. While effective, their diversity comes at the cost of repeated train-
ing, storage, and inference, with the computational burden typically scaling with the number
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of ensemble members. Efficiency-driven alternatives reduce this overhead by using fixed
partially overlapping masks as in Masksembles [12], training checkpoints [28], low-rank
parameter sharing [58], or multi-branch architectures [53], but fully independent ensembles
often remain stronger in calibration and reliability [47].

Deterministic single-forward-pass methods provide an alternative that avoids repeated
stochastic inference, including DUQ [54] and SNGP [34]. More recently, Deep Determin-
istic Uncertainty (DDU) [44] combines a regularized feature representation with post-hoc
density estimation to obtain uncertainty from a single deterministic forward pass. Although
these methods offer low inference cost, their uncertainty depends on the learned feature ge-
ometry and the assumptions of the distance based estimator.

Other single-model methods estimate uncertainty through input or model perturbations
at inference time. Test-time augmentation (TTA) [57] uses transformed inputs, but requires
manually chosen augmentations and repeated inference. Monte Carlo Batch Normalization
[43] samples stochastic batch-normalization statistics, while iterative methods [13] use re-
peated refinement or convergence behavior. HCM [7] provides a sampling-free alternative
based on hyperspherical confidence, but depends on its geometric formulation and optimiza-
tion. These methods reduce the need for independently trained ensembles, but rely on input
transformations, normalization noise, iterative refinement, or geometric constraints.

2.2 Stochastic activations

Stochastic activations have traditionally been used for regularization, optimization, and, in
recent work, generative diversity. Early forms, such as dropout [26], can be interpreted as
stochastic activation mechanisms that prevent co-adaptation of features. For optimization,
methods such as those proposed by [22] address specific pathologies in ReLU networks, in-
cluding the “dying ReLU” phenomenon [61], by injecting controlled randomness to preserve
gradient flow in saturated regions and improve convergence stability.

Recent studies, including [36] and others exploring noise injection and adaptive acti-
vations [11, 24], explored stochastic activations primarily to enhance training dynamics,
sparsity, and runtime adaptability. These methods switch between activation functions to
improve optimization efficiency and occasionally preserve stochasticity during inference
for improved generative behavior. In language and generative modeling, Lomeli et al. [36]
demonstrated that such test-time stochasticity can serve as an alternative to temperature sam-
pling [27] for increasing output diversity.

A related activation-based approach, Random Activation Functions (RAF) [52], uses
activation-function diversity for uncertainty estimation through an ensemble of indepen-
dently trained models, each assigned a randomly selected activation function that remains
fixed within that model. Predictive uncertainty is estimated from disagreement across the
ensemble members. In contrast, our method dynamically samples activation choices within
a single model during both training and inference. Our work therefore leverages stochastic
activations explicitly for uncertainty estimation. By maintaining activation stochasticity dur-
ing inference, a single model can generate a functionally diverse set of predictions, provid-
ing a measure of combined predictive uncertainty without feature masking or architectural
duplication. Similar to MC-Dropout, this uncertainty is derived from disagreement across
repeated stochastic forward passes and is not explicitly decomposed into separate epistemic
and aleatoric components. This reframes stochastic activations not only as a training mecha-
nism, but also as an efficient, information-preserving path to reliable uncertainty estimation.
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3 Method

3.1 Motivation
As discussed in the previous sections, existing uncertainty estimation methods often obtain
predictive diversity by either suppressing features, training multiple models, perturbing the
input, or introducing additional inference procedures. These choices can make uncertainty
estimation less information-preserving, computationally expensive, or dependent on design
choices that must be tuned for each architecture and dataset. Our goal is to obtain diverse
predictions from a single trained model without removing intermediate features, duplicating
the network, or introducing additional trainable parameters.

We achieve this by replacing deterministic activation functions with stochastic nonlin-
earities. Instead of assigning a fixed activation function to each unit, the network randomly
switches between the backbone’s original activation and an alternative nonlinearity during
each forward pass. The model is trained with the same stochastic mechanism used at in-
ference time, so the learned weights become robust to activation-level variation rather than
treating it as a test-time perturbation only. At test time, the weights are kept fixed and
multiple stochastic forward passes are performed through the same model. The resulting
prediction variability is then used to estimate uncertainty.

This formulation introduces diversity through transformations rather than feature re-
moval. Every activation pathway remains active, and stochasticity only changes how the
intermediate signal is transformed. As illustrated in Fig. 2, this leads to more structured
uncertainty than feature masking when stochasticity is increased at inference time. There-
fore, the network can sample different functional behaviors while preserving the information
carried by its features. The method does not require model-specific uncertainty heads, ad-
ditional learnable parameters, or repeated model training, making it simple to apply across
different classification and segmentation architectures.

3.2 Stochastic Activation Switching
Let fθ denote a neural network with parameters θ . In a standard deterministic network, each
pre-activation z(l)j at unit j in layer l is passed through a fixed activation function chosen by
the backbone architecture. We replace this fixed choice with a stochastic activation switch.
During each stochastic forward pass t, the unit applies either the original activation of the
backbone, denoted by σ

(l)
orig, or an alternative nonlinearity σalt:

h(l,t)j =

σ
(l)
orig

(
z(l,t)j

)
, with probability 1− p,

σalt

(
z(l,t)j

)
, with probability p.

(1)

Equivalently, let m(l,t)
j ∼ Bernoulli(p) denote the binary activation-switching variable. Then

Eq. 1 can be written as

h(l,t)j =
(

1−m(l,t)
j

)
σ
(l)
orig

(
z(l,t)j

)
+m(l,t)

j σalt

(
z(l,t)j

)
. (2)

Here, p controls the probability of switching away from the backbone activation. In our
experiments, σ

(l)
orig is the native activation used by the architecture, such as ReLU in convolu-

tional networks or GELU in transformer-family models, while σalt is chosen as an alternative
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Figure 2: Uncertainty quality under test-time stress. The left panel shows the input, pre-
diction, ground truth, and errors; the right panels compare uncertainty maps from stochastic
activation switching and MC Dropout, with brighter values indicating higher uncertainty.
We increase stochasticity only at inference time to examine its effect on uncertainty. MC
Dropout removes intermediate features, causing uncertainty to spread broadly, whereas
stochastic activation switching keeps feature pathways active and concentrates uncertainty
near boundaries and prediction errors. This supports our motivation that activation-level
stochasticity can induce predictive diversity without disrupting intermediate representations.

differentiable nonlinearity. Unless otherwise stated, we use p = 0.5, corresponding to uni-
form switching between the two nonlinearities. This choice maximizes the entropy of the
Bernoulli activation selection, giving both activation pathways equal probability and avoid-
ing a systematic preference for either nonlinearity.

The sampling operation can be applied at different levels of granularity, leading to dif-
ferent forms of functional diversity:

• Node-level: The most granular approach, where a unique activation is sampled for
each individual activation unit j in layer l.

• Channel-level: A strategy primarily for convolutional networks, where a single acti-
vation is sampled for each channel c in layer l and shared across all spatial locations
within that channel.

• Layer-level: The coarsest strategy, where one activation is sampled for the entire layer
l and applied to all units in that layer.

Regardless of the sampling granularity, each stochastic forward pass defines a different
activation pathway through the same trained weights. For an input x, the t-th pass produces:

ȳ(t) = fθ

(
x;σ

(t)
)

(3)

where σ (t) denotes the sampled activation configuration used during that pass. Over T
stochastic passes, the model generates a sequence of predictions

Y (x) =
{

ȳ(1), ȳ(2), . . . , ȳ(T )
}

(4)
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Figure 3: Toy regression under heteroscedastic noise. A 3-layer MLP is trained on
noisy sinusoidal samples, and stochastic activation switching is compared with MC-Dropout
under the same setup. Both methods use repeated stochastic passes. Our method shows
clearer combined predictive uncertainty, remaining more certain in well-supported regions
while uncertainty increases with stronger noise and outside the observed range.

all produced by the same parameters θ but different activation pathways. We refer to this
sequence as a stochastic activation trajectory.

Figure 3 provides an intuitive example of this behavior in a toy regression setting with
heteroscedastic noise. Compared with MC-Dropout, our stochastic activation trajectories
remain more stable where the data are well supported, while their variation increases in
noisier regions and outside the training range.

3.3 Training and Uncertainty Estimation
Training follows the standard supervised learning procedure for the target task. Given an
input–label pair (x,y), the model performs a stochastic forward pass using activation choices
sampled according to Eq. 1. The network parameters θ are optimized using the task loss:

min
θ

L
(

fθ (x;σ
(t)),y

)
, (5)

where σ (t) denotes the sampled activation configuration for forward pass t. No additional
uncertainty objective, auxiliary head, or architecture-specific parameter is introduced. The
same stochastic activation mechanism is used during training and inference, but the weights
are updated only during training.

At inference time, the learned weights θ are fixed. For an input x, we perform T stochas-
tic forward passes by repeatedly sampling activation configurations. Each pass produces
a probability prediction p(t)(x) = fθ

(
x;σ (t)

)
, where p(t)(x) denotes class probabilities for

classification or pixel-wise class probabilities for segmentation. At inference time, the final
prediction and uncertainty are computed as

µ̂(x) =
1
T

T

∑
t=1

p(t)(x), Û(x) =
1
T

T

∑
t=1

(
p(t)(x)− µ̂(x)

)2
. (6)



8 SARHANGZADEH ET AL.: STOCHASTIC ACTIVATIONS FOR UNCERTAINTY

Here, µ̂(x) is used as the final prediction, and Û(x) denotes the empirical variance across
stochastic predictions. For classification, this variance is computed over class probabilities.
For segmentation, it is computed at each pixel, producing a spatial uncertainty map. High
uncertainty indicates that different stochastic activation configurations lead to inconsistent
predictions, while low uncertainty indicates stable predictions across activation choices.

To analyze whether the stochastic mechanism preserves information more effectively
than feature-masking approaches, we introduce Information Destruction Rate (IDR) as
a diagnostic measure. IDR is not used as a training objective; it is used only to compare
the effect of inference-time stochasticity on feature representations. Let I(l)full = I(h(l)in ;h(l)out)
denote the estimated mutual information [64] between the input and output of layer l under
the deterministic forward pass. For stochastic pass t, let I(l)t be the corresponding mutual-
information estimate under stochastic inference. We define

IDR(l) = 1− 1
T

T

∑
t=1

I(l)t

I(l)full

. (7)

Lower IDR indicates that stochastic inference preserves more of the deterministic layer-wise
input–output information. We use this analysis to compare stochastic activation switching
with feature-masking baselines such as MC Dropout [18], where uncertainty is induced by
removing activations rather than transforming them.

4 Experiments

4.1 Experimental Setup
We evaluate the proposed stochastic activation switching framework across image segmen-
tation and image classification tasks. The experiments are designed to test whether the
method provides reliable uncertainty estimates while maintaining competitive task perfor-
mance across different domains, architectures, and distribution shifts. For fair comparison,
all methods are trained and evaluated using the same dataset splits, input resolution, batch
size, preprocessing, augmentation pipeline, backbone architecture, and optimization sched-
ule within each task, unless a baseline requires its standard uncertainty-specific modification.

Baselines. We compare against MC Dropout [18], DDU [44], TTA [57], Laplace Redux
[10], Masksembles [12], Deep Ensembles [32], and, for segmentation, an Iterative Network
baseline. MC Dropout, TTA, Masksembles, and our method are single-model multi-pass
methods, while Laplace Redux applies a post-hoc posterior approximation to a trained model
and DDU applies post-hoc density estimation to learned features. Deep Ensembles require
five independently trained models, Masksembles uses five fixed masks, and the Iterative
baseline uses three refinement iterations [13]. Unless otherwise stated, our method and MC
Dropout use five stochastic forward passes, TTA uses five augmented inference samples.
For Laplace Redux, we follow the sampling configuration appropriate to each dataset and
backbone. We report relative training and inference cost where appropriate.

Datasets. For segmentation, we use Massachusetts Roads [41], DRIVE [51], CREMI
[17], and LiTS [3], with RoadTracer [2], CHASE-DB1 [16], and ISBI 2012 [6] used for
cross-dataset OOD evaluation. For classification, we use CIFAR-10 [30], MiniImageNet
[56], BloodMNIST, and PathMNIST [62, 63], with SVHN [46] and CIFAR-100 [30] used
as OOD datasets for CIFAR-10 and MiniImageNet, respectively. , and BloodMNIST and
PathMNIST used as cross-domain OOD sets for each other.
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Figure 4: Visualization of our stochastic activation based uncertainty estimation. From
left to right: input image, ground-truth mask, model prediction, and the uncertainty map
computed from the variance across 5 stochastic activation trajectories.

Backbones. For segmentation, we use U-Net-based architectures [50] for Massachusetts
Roads, DRIVE, and LiTS, and SwinTransformer V2 [9, 35] for CREMI. For classification,
we use ResNet-style convolutional backbones for CIFAR-10, and MiniImageNet. For high-
resolution MedMNIST classification, we use SwinTransformer V2 [9, 35]. In all cases, our
method keeps the same backbone as the corresponding baseline and only replaces determin-
istic activations with stochastic activation switching. Unless otherwise stated, stochasticity is
applied at the node level, as this provides the best overall trade-off in our granularity ablation,
as shown in Section 5. For segmentation experiments, we switch between the backbone’s na-
tive activation and Tanh, while for classification experiments we use the backbone’s native
activation and SiLU [14], following the activation-choice ablation.

Metrics. For segmentation, we report F1 and structural overlap metrics: Correctness,
Completeness, and Quality (CCQ) [59], together with Pearson correlation between uncer-
tainty and prediction error, expected calibration error (ECE) [45], and Brier score [5]. Seg-
mentation OOD detection uses ROC-AUC and PR-AUC. For classification, we report accu-
racy, ECE, Brier score, and OOD metrics AUC, AUPR, and FPR95 [38]. Classification di-
rectly yields one image-level uncertainty score, while for segmentation we spatially average
the pixel-wise uncertainty map to obtain one score per image. OOD metrics are computed
from these image-level scores. For segmentation and CIFAR-10 classification, we report
mean ± standard deviation over three random seeds.

4.2 Results
Segmentation Tables 1 and 2 show that stochastic activation switching achieves best or
second-best results in most task and uncertainty metrics while retaining the original archi-
tecture and single-model training setup. Table 1 shows strong segmentation performance on
both thin structures such as roads and vessels and more complex biomedical settings.

This indicates that activation-level stochasticity can support uncertainty estimation while
retaining strong spatial representations for dense prediction. Table 2 shows that the result-
ing uncertainty aligns well with prediction errors, with strong calibration and Brier scores.
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Dataset Method Correct. (↑) Complete. (↑) Qual. (↑) F1 (↑)

Massachusetts

MC Dropout 91.00 87.20 81.90 78.62
DDU 91.44 86.10 80.52 79.23
TTA 91.46 86.73 81.19 79.43
Masksembles 81.63 87.67 81.94 80.02
Deep Ensemble 92.37 88.11 82.67 80.54
Laplace Redux 91.45 86.11 80.52 79.23
Iterative 90.07 84.97 78.39 78.58
Ours 91.88 88.24 82.11 79.71

±0.43 ±0.38 ±0.65 ±0.16

DRIVE

MC Dropout 96.18 85.13 82.53 79.41
DDU 96.13 85.83 82.86 80.81
TTA 95.45 84.41 82.29 79.98
Masksembles 96.82 85.11 82.69 81.02
Deep Ensemble 97.28 85.84 83.72 81.84
Laplace Redux 96.21 84.54 82.81 77.56
Iterative 96.86 82.61 81.87 80.30
Ours 98.38 85.61 82.91 81.00

±0.84 ±0.48 ±0.53 ±0.28

LiTS

MC Dropout 87.09 71.06 65.82 96.41
DDU 87.45 78.82 69.73 97.02
TTA 72.04 64.01 58.73 93.87
Masksembles 88.27 77.83 70.75 98.01
Deep Ensemble 87.59 81.38 72.84 98.25
Laplace Redux 87.27 80.40 71.43 97.51
Iterative 87.98 74.55 70.26 97.39
Ours 89.39 79.57 72.93 98.11

±0.44 ±0.35 ±0.59 ±0.10

CREMI

MC Dropout 97.40 94.45 92.68 78.58
DDU 96.41 94.76 93.16 79.48
TTA 97.04 94.65 92.63 76.23
Masksembles 96.90 95.01 93.56 81.76
Deep Ensemble 97.24 95.83 93.93 79.92
Laplace Redux 97.26 95.62 93.76 79.58
Iterative 96.02 87.90 87.19 65.73
Ours 98.47 96.61 94.76 81.94

±0.55 ±0.43 ±0.71 ±0.11

Table 1: Segmentation performance across aerial and medical benchmarks.

Together with Table 1, these results show improved uncertainty quality without sacrificing
segmentation performance or introducing task-specific uncertainty modules.

For OOD evaluation, models trained on Massachusetts, DRIVE, and CREMI are tested
on RoadTracer, CHASE-DB1, and ISBI 2012, respectively. Table 3 shows that disagreement
between stochastic activation trajectories remains informative under distribution shift.

Classification. We evaluate classification uncertainty on natural and medical bench-
marks. Table 4 reports classification performance and OOD detection. The results show
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Dataset Method Corr. (↑) ECE (↓) Brier (↓) Train Infer

Massachusetts

MC Dropout 79.73 0.026 0.033 ×1 ×5
DDU 75.64 0.027 0.031 ×1 –
TTA 79.90 0.025 0.029 ×1 ×5
Masksembles 79.62 0.024 0.031 ×1 ×5
Deep Ensemble 80.03 0.024 0.027 ×5 ×5
Laplace Redux 77.51 0.034 0.034 ×1 –
Iterative 77.28 0.028 0.030 ×3 ×3
Ours 80.38 0.020 0.025 ×1 ×5

±1.08 ±0.002 ±0.006

DRIVE

MC Dropout 80.58 0.032 0.040 ×1 ×5
DDU 80.45 0.031 0.034 ×1 –
TTA 83.00 0.058 0.031 ×1 ×5
Masksembles 81.06 0.029 0.035 ×1 ×5
Deep Ensemble 81.72 0.017 0.031 ×5 ×5
Laplace Redux 79.56 0.086 0.043 ×1 –
Iterative 79.91 0.024 0.035 ×3 ×3
Ours 81.80 0.015 0.029 ×1 ×5

±1.43 ±0.001 ±0.007

LiTS

MC Dropout 52.28 0.004 0.003 ×1 ×5
DDU 52.55 0.004 0.003 ×1 –
TTA 52.41 0.004 0.003 ×1 ×5
Masksembles 52.80 0.001 0.003 ×1 ×5
Deep Ensemble 53.30 0.001 0.001 ×5 ×5
Laplace Redux 52.35 0.003 0.003 ×1 –
Iterative 53.34 0.002 0.002 ×3 ×3
Ours 54.22 0.001 0.002 ×1 ×5

±0.64 ±0.000 ±0.000

CREMI

MC Dropout 37.23 0.035 0.017 ×1 ×5
DDU 34.12 0.016 0.018 ×1 –
TTA 38.70 0.011 0.016 ×1 ×5
Masksembles 36.97 0.014 0.017 ×1 ×5
Deep Ensemble 38.49 0.009 0.014 ×5 ×5
Laplace Redux 35.47 0.011 0.015 ×1 –
Iterative 39.48 0.050 0.023 ×3 ×3
Ours 42.58 0.004 0.009 ×1 ×5

±1.80 ±0.002 ±0.004

Table 2: Segmentation uncertainty, calibration, and relative computational cost.

that stochastic activation switching improves uncertainty behavior while maintaining strong
classification performance. On the natural-image benchmarks, the method achieves strong
calibration and OOD detection; on MiniImageNet, however, its classification accuracy is
lower than Deep Ensembles (66.90 vs. 70.50), despite better calibration and OOD detection
metrics. On high-resolution medical benchmarks, method transfers to Swin Transformer V2,
maintaining high in-distribution accuracy while improving cross-domain OOD separation.
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Method Mass. → RoadTracer DRIVE → CHASE CREMI → ISBI
AUROC (↑) AUPR (↑) AUROC (↑) AUPR (↑) AUROC (↑) AUPR (↑)

MC Dropout 53.07 48.51 82.21 53.07 87.34 94.64
DDU 54.63 52.54 85.99 61.77 88.79 94.82
TTA 55.05 56.62 89.94 67.31 93.10 94.88
Masksembles 54.00 51.91 86.35 64.51 87.72 94.14
Deep Ensemble 57.32 57.85 89.56 66.33 85.73 94.69
Laplace Redux 52.82 52.04 86.46 57.90 88.68 94.77
Iterative 57.04 49.68 83.23 57.32 88.46 94.53
Ours 56.74 56.00 90.52 66.31 95.43 95.68

±0.71 ±1.36 ±0.47 ±0.19 ±0.24 ±0.30

Table 3: Cross-dataset segmentation OOD detection.

Dataset Method Acc (↑) ECE (↓) Brier (↓) AUC (↑) AUPR (↑) FPR95 (↓)

CIFAR-10

MC Dropout 93.54 0.011 0.094 84.22 87.36 27.10
DDU 94.12 0.018 0.090 85.20 89.26 24.11
TTA 94.23 0.011 0.083 93.64 97.29 17.97
Masksembles 94.61 0.011 0.080 91.69 92.88 18.47
Deep Ensemble 94.94 0.009 0.074 91.92 93.15 14.70
Laplace Redux 93.83 0.090 0.103 92.60 94.98 18.83
Ours 94.59 0.009 0.083 95.14 97.54 16.36

±0.31 ±0.001 ±0.005 ±0.22 ±0.35 ±0.29

MiniImageNet

MC Dropout 64.70 0.067 0.212 81.57 86.96 53.94
DDU 65.83 0.050 0.191 84.21 88.49 49.85
TTA 68.52 0.044 0.171 79.10 84.41 54.28
Masksembles 66.24 0.048 0.194 83.52 88.06 48.35
Deep Ensemble 70.50 0.039 0.187 84.13 89.20 47.98
Laplace Redux 64.48 0.052 0.215 80.39 86.14 54.55
Ours 66.90 0.031 0.178 86.42 90.66 45.24

BloodMNIST

MC Dropout 98.42 0.008 0.027 93.81 96.12 22.36
DDU 98.52 0.009 0.023 98.42 98.86 9.38
TTA 98.60 0.010 0.030 98.43 99.09 6.40
Masksembles 98.40 0.010 0.025 98.74 99.11 7.61
Deep Ensemble 98.45 0.010 0.020 99.06 99.50 5.11
Laplace Redux 80.35 0.011 0.029 94.23 97.16 7.61
Ours 98.72 0.008 0.023 98.98 99.53 4.50

PathMNIST

MC Dropout 94.14 0.034 0.096 89.43 68.70 25.15
DDU 94.53 0.041 0.094 88.39 55.97 24.52
TTA 94.00 0.041 0.098 85.72 56.60 20.98
Masksembles 94.74 0.037 0.098 85.36 57.25 23.38
Deep Ensemble 95.01 0.018 0.076 86.04 58.20 22.09
Laplace Redux 93.77 0.045 0.111 44.68 27.51 92.09
Ours 95.40 0.037 0.088 94.87 80.58 11.60

Table 4: Classification accuracy and OOD detection on natural and medical benchmarks.

Overall. Stochastic activations improves uncertainty quality while maintaining compet-
itive task performance across most settings, with MiniImageNet the main exception in. The
method performs well across visual domains and architectures, including U-Net, ResNet-
style classifiers, and Swin Transformer V2. These results support the main claim that useful
predictive diversity can be obtained from a single trained model without changing the input,
adding an uncertainty head, redesigning the architecture, or training multiple models.
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5 Ablation Study
We analyze how the main design choices of stochastic activation switching affect model be-
havior. All ablations are conducted on CIFAR-10 with the same ResNet-style backbone and
training protocol. We study four aspects: stochasticity granularity, the activation pair, infor-
mation preservation, and inference-pass count. These analyses explain not only whether the
method works, but also why local activation-level stochasticity provides predictive diversity
without substantially disrupting the learned representation.

Granularity of Stochasticity. We compare layer-level, channel-level, and node-level
stochastic activation sampling. Layer-level sampling shares one activation choice across
an entire layer, channel-level sampling shares one choice within each feature channel, and
node-level sampling independently samples the activation at each unit. As shown in Table 5,
although layer-level stochasticity gives the lowest ECE, node-level sampling provides the
strongest overall trade-off across predictive performance and uncertainty quality, improving
accuracy, NLL [23], and Brier score. This indicates that injecting stochasticity at the most
local scale creates richer functional diversity inside the network. This micro-level variation
improves predictive uncertainty estimation while reducing local activation co-adaptation.

Granularity Acc. (↑) NLL (↓) ECE (↓) Brier (↓)
Layer-level 93.04 0.204 0.005 0.101
Channel-level 93.66 0.200 0.009 0.094
Node-level 94.68 0.162 0.009 0.088

Table 5: Ablation on stochastic activation granularity.

Choice of Stochastic Activation. We pair the backbone’s native activation with one al-
ternative and ablate this choice in Table 6. ReLU+SiLU gives the best accuracy and NLL,
whereas ReLU+Tanh gives the best ECE and Brier, indicating that smoother alternatives
favor task performance while stronger nonlinear changes improve calibration. Using more
than two candidate activations was less stable, likely due to excessive feature-distribution
variation, so we use two-activation switching. We do not tune activations per dataset: SiLU
is fixed for classification and Tanh for segmentation across datasets, modalities, and archi-
tectures. Other pairs remain competitive, suggesting that per-dataset tuning is unnecessary.

Activation Pair Acc. (↑) NLL (↓) ECE (↓) Brier (↓)
ReLU + Tanh [33] 94.43 0.176 0.008 0.085
ReLU + SiLU [14] 94.68 0.162 0.009 0.088
ReLU + GELU [25] 94.12 0.184 0.012 0.095
ReLU + Mish [40] 93.98 0.192 0.014 0.101
ReLU + ELU [8] 93.67 0.206 0.018 0.109

Table 6: Effect of the activation pair used for stochastic switching.

Information Destruction Analysis. Unlike masking-based uncertainty methods, stochas-
tic activation switching perturbs the nonlinear transformation while keeping feature path-
ways active. As shown in Fig. 5, our method gives lower IDR than MC Dropout across
datasets, indicating that stochastic activation switching preserves intermediate representa-
tions under stochastic inference. This supports our motivation that predictive diversity can
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be induced through activation transformations without removing feature information.

Figure 5: IDR comparison across datasets. Lower is better.

Number of inference passes. Finally, we study the effect of the number of stochastic
forward passes used at inference time. Increasing T makes the predictive mean and uncer-
tainty estimate more stable, but also increases inference time approximately linearly. Table 7
shows that uncertainty metrics improve as more passes are used, while accuracy saturates
after a small number of samples. We therefore use T = 5 in the main experiments, as it
provides a practical balance between uncertainty quality and computational cost.

Passes T Accuracy (↑) NLL (↓) ECE (↓) Brier (↓) Time (s)
1 93.81 0.223 0.026 0.096 3.11
3 94.26 0.186 0.013 0.085 7.06
5 94.68 0.162 0.009 0.088 11.06

10 94.37 0.176 0.007 0.082 20.99

Table 7: Effect of the number of inference passes on acc, uncertainty quality, and runtime.

6 Conclusion
We reframe stochastic activation switching as an uncertainty estimation mechanism. Instead
of relying on feature masking, input perturbations, or explicit ensembles, the method induces
predictive diversity by sampling between nonlinear activation functions while keeping inter-
mediate feature pathways active. Across classification, segmentation, and out-of-distribution
detection experiments, the proposed approach improves uncertainty quality without degrad-
ing the main task performance, and remains effective across different visual domains and
architectures. The results show that stochastic nonlinearities can provide a lightweight and
information-preserving source of predictive variation from a single trained model, without
requiring separate uncertainty heads or task-specific architectural redesign. A limitation is
that the activation pair influences the trade-off between predictive performance and calibra-
tion, while repeated stochastic passes introduce additional inference cost. Future work can
explore adaptive activation selection and more efficient sampling strategies to reduce infer-
ence overhead while preserving uncertainty estimation quality.
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